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"Hopfield networks or associative memories store and retrieve patterns."



PART 1

Classical Hopfield Networks
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"Hopfield networks or associative memories store and retrieve patterns." — Ramsauer et al.

Store patterns Retrieve with noise Energy minimization




What is a Hopfield Network? / S E2E Y Eg AT PART 1

Concept / 7i'd Setup / 7|2 7+

A neural network that can State vector x € {-1,+1}"d

store a set of patterns as Stored patterns EAP-: p=1..N

n - n .
memories" and retrieve
N : number of stored patterns

the closest one given a
g d : number of neurons

noisy or partial input.

Key property: the network always converges

£AHE 0|0|X| > Y2 28 . ( S
to a stored pattern (energy minimum).
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Binary states {-1,+1} — network dynamics drive any input toward the nearest stored pattern




Energy Function & Hebbian Learning Rule PART 1

Energy Function / O X| gt Weight Matrix (Hebb's Rule) / 7}5X| &
N
E=-1xTwx w=2% Y g @&T
2 Nu= 1

Interpretation: Neurons that fire together, wire together (Hebb,

1949)
Key: Update steps always decrease E

- Network converges to local minimum
Update rule / YC|0| E %

X; « sign(Zw,-j xj)

J

—> Local minima = stored patterns

E is always non-increasing under the update rule - guaranteed convergence to stored patterns




Storage Capacity & Limitations / A& & &k} ot 4| PART 1

Storage Capacity Four Key Limitations / 47}X| S|

Only 0.14d patterns — far too

Linear capacity small

Cclassical = 0.14 x d

Cannot handle continuous

Binary states only real-valued data

d =1,000 neurons —> only ~140 patterns

Requires many update

Slow convergence . .
iterations

Converges to unintended

Spurious states .
P 'ghost' memories

Classical Hopfield: capacity O(d) is fundamentally insufficient for large-scale pattern storage




PART 2

Dense Associative Memory
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"Dense Associative Memories allow for an exponential number of patterns to be stored." — Krotov & Hopfield (2016)

Nonlinear interaction F Polynomial capacity d*(n-1)




The Core Idea: Interaction Function F / 24! O}0|C|O§ PART 2

Classical / 7| = (n=2) Dense Associative / =% (n>=2)

F(z) = z/2 (quadratic)

E= —%F@x,f,“) + %;x,z

E=-1xwx
2
Polynomial F(z) = z*n: when n > 2, interactions become higher-
Capacity: C~0.14d (linear) order
Only simple quadratic interactions Capacity grows as d”(n-1) — polynomial in d

F(z)=z", n=2

Replacing the quadratic interaction with F(z)=z*n increases capacity from O(d) to O(d*(n-1))




Capacity Scaling with Interaction Order n PART 2

Interaction F(z) Capacity

Classical 2 ~0.14d ~140
(n=2)
Dense n=3 23 ~d? ~1,000,000
Dense n=4 z* ~d3 ~1079
Dense n=eo exp(z) A ASQQ =
- exp(z) (softmax limit) ) CACUUSE

"We show that the special case of the softmax function as interaction function connects the
Hopfield network to the attention mechanism of transformer networks."

As n - oo (exponential F), capacity becomes exponential — this is the key insight connecting to softmax




PART 3

Modern Hopfield Networks
with Continuous States
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"We generalize Hopfield networks to continuous states." — Ramsauer et al.

Continuous states New energy function

Update rule derivation



From Binary to Continuous States / O| ZI0f| A A= AFE{ 2 PART 3

Classical / O| &l &FE{ Modern / = &El

Query state: ¢ € RA\d
State: x € {-1, +1}Ad
Stored patterns: X =[x"1 ... x*N] € R*(dxN)
Patterns: &My € {-1, +1}Ad
Interaction: F(z) = exp(z)
Limitation: cannot represent (= softmax normalization)
gradient or continuous data

Result: exponential storage capacity

Generalizing to real-valued continuous states enables direct connection to neural network embeddings and Transformer representations




New Energy Function / M| 2& 0|4 X| g PART 3

Energy function / Of|L{X| &= (Eq. 6 in paper)

E=—lse(B, XT6) +2ETE+ B~ LINN + IMZ,,

log-sum-exp (Ise) / 2| Term-by-term / 22 oA
N
Ise(B, 2) = ﬁ_1|n< z eBzf) -Ise(B, XAT €) attracts € to nearest stored pattern
i=1

%|1§] | regularization (keeps € bounded)
BM-1}in N constant offset

Ise is a smooth approximation to max — as B—>eo, Ise(B,z)—>max(z), giving exponential storage capacity




Update Rule Derivation / YH|0|E & R PART 3

STEP 1 STEP 2 STEP 3

Set O0E/9§=0 - Differentiate Solve for £ new

Find stationary point
) OE/d¢ = —X-softmax(BX T &) +€=0 & new = X - softmax(B XAT )
of energy function

Gradient / O X| O] 2

= —X - softmax(BX'§) +&E=0

Update Rule / ¥ HIOIE &

&.enw = X - softmax(B XTE)

V|
b

Setting OE/A€ = 0 yields the softmax-weighted centroid — the core of Transformer attention




Role of B (Inverse Temperature) / 2| A& PART 3

] |
B -> o= (sharp focus) B > 0 (broad average)
B -« = softmax(:) - one — hot(argmax) B-0 = softmax(:) —%1 (uniform)

Softmax becomes uniform — output is the
Softmax concentrates on the single most similar stored pattern.

average of all stored patterns.
Equivalent to nearest-neighbor retrieval.

No focused retrieval; all patterns contribute equally.
Tl M. 712 S ALSE O B SELEOY| &l =
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In Transformer: B = 1/Vvdk — automatically calibrates focus based on embedding dimension dk

B controls the sharpness of pattern retrieval; B=1/vdk in Transformer prevents attention score saturation




PART 4

Transformer Attention

as Modern Hopfield Network

EAZE oMo SX|F

"The special case of softmax as interaction function connects the Hopfield network to the attention mechanism." — Ramsauer et al.

Mathematical equivalence Component mapping Multi-Head interpretation




Two Formulas — One Operation / & T4, S Yo ALt PART 4

Modern Hopfield Update Rule Transformer Attention
ol S2E AUHIO|E 13 EfAzE o{&IM
Ramsauer et al., ICLR 2021 Vaswani et al., NeurlPS 2017
T Attention(Q,K, V) = V- softmay <2
&.ew =X softmax(BX'E) ention(Q, K, V) = V" softma \/:
= Ok
X stored pattern matrix V Value matrix
€ current query state K Key matrix
B inverse temperature Q Query vector
softmax weighted average 1/vdk scale factor

Setting B = 1/Vdk makes the two formulas mathematically identical — Transformer attention IS Hopfield retrieval




Component Mapping / 7+ 822 1:1 S PART 4

Hopfield Transformer

€ (query state) What to search for? Q (Query)
XAK (key patterns) What is available? K (Key)
XAV (value patterns) What to return? V (Value)
B (inverse temperature) How sharply to focus? 1/vdk
N (pattern count) How many memories? Sequence length
softmax(B XAT §) Attention weights softmax(KAT Q / vdk)

Every component in Transformer attention has a direct Hopfield counterpart — the architectures are structurally identical




Multi-Head Attention as Parallel Hopfield Networks PART 4

1

"Multiple heads correspond to multiple Hopfield networks running in parallel, each attending to different patterns.’

Head 1 Syntactic relations A o|= ZH
Head 2 Semantic similarity O|0|& QALE
Head 3 Positional context QK| & =M 2HA
Head 4 Coreference KA CHAF AA
Head 5-H Task-specific patterns EiA3H E4~IfH

Each head = independent Hopfield network with different Q, K, V projection matrices

Multi-Head Attention = H independent Hopfield networks searching different pattern subspaces simultaneously




PART 4 / Key Result / S HE
Why does Transformer work so well?
&Ehew = XY - softmax(B (XK)T&Q) = Attention(Q, K, V)
I Exponential Capacity Attention can retrieve from 2”(ad/2) patterns — virtually unlimited

I 1-Step Convergence One forward pass through Attention = one complete Hopfield retrieval

I Multi-Head = Parallel Search H heads = H independent Hopfield networks exploring different subspaces



PART 5

Storage Capacity Analysis
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"The new Hopfield network has exponential storage capacity." — Ramsauer et al.

Theorem 1: retrieval condition Theorem 2: capacity Error bound




Theorem 1: Retrieval Condition / A =Z PART 5

Theorem 1 — Correct retrieval in one update step

1 M2 A2,
Amin > EIn(N—l) -+ ;ax - r;'n
O 1
Notation / 7|= 4H Interpretation / SHAd

If stored patterns are sufficiently separated from each other (A_min is
A_min minimum separation between stored patterns large), a query § near one pattern will be correctly retrieved in a single
M_max maximum norm of stored patterns update step.

N number of stored patterns

B inverse temperature parameter IS 78 &[4 A2[7 525 A0HH, T ol |HO|EE SHEE
o AM 7S

Theorem 1: sufficient separation between patterns guarantees one-step exact retrieval




Theorem 2: Exponential Storage Capacity / X|+X X & 8&F PART 5

Theorem 2 — Exponential capacity of the modern Hopfield network

= D ad/2

(;nodern

Capacity
Classical Hopfield 0.14 xd ~14 ~140
Dense (n=3) ~d? 10,000 1076
Dense (n=5) ~d* 1078 10712
Modern Hopfield (this paper) 2N ad/2) 2750 = 10715 27500 = oo

Exponential capacity: d=1000 neurons —> 22500 patterns — compared to only 140 in classical Hopfield




Error Bound: Exponentially Small Retrieval Errors PART 5

Theorem — Expected retrieval error

P(error) < e Fbun/2

What this means / 2|0|

Connection to Transformer / E%L&EEHQPBI oA

In Transformer, K (keys) are learned representations of input tokens.

When A_min (pattern separation) is large relative to 1/B, the When different tokens have distinct representations, A_min is large,

probability of retrieval error decreases exponentially. and attention retrieves accurately.

Pattern separationO| =gt [, ZM @ =2 352 X|=X O Z A0}t
2. 5125l (7)) EISO| & 22|42 ofiMo| HetE Tt X4K
2 kA

Retrieval error < exp(-B-A_min?/2) — the Transformer implicitly optimizes this bound through representation learning




PART 6

Convergence Properties
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"The iteration of the update rule converges globally, and typically converges in one update step." — Ramsauer et al.

Energy monotonicity 1-step convergence theorem




Energy Monotonicity & One-Step Convergence PART 6

Theorem 3: Energy Decrease / Of| L X| Thx ZHA Theorem 4: One-Step Convergence / 12| =3
E(énew) = E(&oid) Amin= v 4In(N)/B = convergesin 1 update

When patterns are well-separated, a SINGLE update step is sufficient

Every single update step is guaranteed to decrease (or maintain) the for exact retrieval. This directly explains why a single Attention layer
energy. The network always converges — it cannot oscillate. works effectively.

2= YHOIE= OHX|E BEA| ZaA[H > ZlS Ql0] BIEA]

A I E0] ZE3| £2|5|H CF 13| UH|0|EZ 2+ ZHA S Attention

1Mo F28 0|8

—

One-step convergence explains why Transformer layers are not iterated — a single Attention operation already achieves near-perfect retrieval




Convergence: Classical vs. Modern / & £/d H|1 PART 6

Modern Hopfield
(= Transformer Attention)

Property Classical Hopfield

Update rule sign(Wx) X - softmax(B XAT §)
Convergence guarantee Always (global) Always (global)
Typical steps to converge Many iterations Usually 1 step
Convergence speed Slow (linear) Fast (exponential)
Energy function Quadratic E = -7 T Wx Ise-based E
Stationary points Stored patterns (+ spurious) Stored patterns (clean)

Modern Hopfield's 1-step convergence is the theoretical basis for the single-pass efficiency of Transformer attention




PART 7

Experiments & Applications
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"We introduce a new layer — the Hopfield layer — which can be used as a drop-in replacement for the attention mechanism." — Ramsauer et al.

Hopfield Layer Immune repertoire BERT analysis




Hopfield Layer: Drop-in Replacement for Attention PART 7

N N
Hopfield Layer / =& E 2j0]0f When to use Hopfield Layer / & A|LI2| 2

When the number of patterns to store

Very large N
is enormous (e.g. immune datasets)
A trainable neural network layer based on
the modern Hopfield update rule. B tuning When different retrieval sharpness is
needed across layers
Key properties:
- Plug into any existing architecture . When you want to analyze what
Interpretability _ _
- Learnable pattern matrices (XK, XAV) patterns are being retrieved
- Adjustable B per head
- Mathematically equivalent to attention Hybrid arch. When combining with classical layers

in novel architectures

Hopfield Layer = attention module with explicit Hopfield interpretation, enabling principled architecture design




Application: Immune Repertoire Classification PART 7

Task / Ef23 Why Hopfield excels here /| S E2EO| ZH

Challenge: Millions of sequences — far beyond classical Hopfield
Classify cancer patients vs. healthy controls from immune cell

capacity
receptor sequences (antibody repertoires). Each patient has tens

of thousands of sequences.
Solution: Modern Hopfield's 2*(ad/2) capacity handles the scale

ot
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Result: Hopfield Layer significantly outperforms standard

I>

Transformer attention on rare-pattern detection tasks

Hopfield Layer > Transformer Attention when N is very large — exponential capacity advantage becomes critical




Interpreting BERT through Hopfield Theory / BERT Of il }j A PART 7

"Hopfield networks provide a framework to interpret what BERT's attention heads learn." — Ramsauer et al.

Broad retrieval — attend to many patterns simultaneously
Small B heads - Capture general semantic context

- B ~ context-width trade-off

Sharp retrieval — focus on single closest pattern
Large B heads - Capture specific syntactic relations

—> Converge quickly to one token

Early layers: small B, broad attention
Layer depth trend Late layers: larger B, more focused

—> Hierarchical abstraction explained by Hopfield theory

Hopfield theory gives a principled explanation for BERT's attention diversity — each head solves a different retrieval problem




PART 8

Conclusion

Z2 LY

Connecting associative memory theory to modern deep learning architectures

Key contributions Final answer




Summary of Key Contributions

Continuous Generalization

Exponential Capacity Theorem

Equivalence Theorem

One-Step Convergence

Hopfield Layer

PART 8

Extended classical Hopfield to real-valued (continuous) states with a new energy function using log-

sum-exp

Proved that the modern Hopfield network stores 2”(ad/2) patterns — exponential vs. classical linear
0.14d

Proved that the modern Hopfield update rule is mathematically identical to Transformer scaled dot-
product attention

Proved that under mild separation conditions, exact retrieval is achieved in a single update (= one
Attention layer)

Introduced a drop-in neural network layer applicable to any architecture, with principled Hopfield
interpretation

This paper bridges 30+ years of Hopfield network theory with state-of-the-art Transformer architectures




Why does Transformer work so well? / & ERHAE 7} & XF5t =72

"Because Transformer Attention IS a Modern Hopfield Network performing pattern retrieval with exponential

storage capacity — one single Attention operation achieves near-perfect retrieval."

Ehew = XY - softmax(B (XK)TEP) = Attention(Q, K, V)



